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Abstract

We describe motivating use cases and present an implementation approach to enabling attribute-based authorization within TeraGrid, a U.S. cyberinfrastructure that provides a large and growing user community with access to computing and storage resources at (currently) nine sites across the United States. Attribute-based authorization promises to streamline and broaden access control by allowing authorization decisions to be made based on not only user identity (the norm today) but also on user attributes and roles. We review the attribute-based authorization capabilities available for the middleware used in TeraGrid’s Globus Toolkit-based “Common TeraGrid Software and Services,” and propose a path forward for incorporating attribute-based access control with TeraGrid services. We expect this document to be useful not only to TeraGrid architects but also to others interested in the design and deployment of attributed-based authorization.
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1 
Introduction

The effectiveness of large cyberinfrastructures such as TeraGrid [40] depends critically on (among many other things) the ease with which users can access distributed resources, and the security and integrity of the services and resources (collectively and individually). Unfortunately, despite the wide acceptance of public-key-based Grid Security Infrastructure mechanisms [36], the authorization procedures presented to the users in such systems tend to be both clumsy and varied.  Further, the traditional site authorization mechanism on which this system builds is based upon obtaining an account (login/password), resulting in significant administrative overhead, and vulnerability, associated with scale – i.e., the large number of accounts generated even in a modest-sized federation.

To illustrate the overhead faced by a user, consider the current TeraGrid system. A user who wishes to access TeraGrid resources must first request an allocation. Upon approval, an account and password are created for the user on each resource at each TeraGrid site.  At this stage, a user may begin to compute in client-server mode with any of these resources, but additional steps are required in order to benefit from the grid services (workflow, metascheduling, etc.), as these rely on the GSI systems.  To utilize Grid services, the user must obtain a public key credential from an approved certification authority and have the identity from the credential entered in “gridmap” files on each resource at each site so that subsequent GSI-based access by the user can be directed to the appropriate local account. Maintaining and using the public key credential represents a significant burden for the user. 

From the point of view of a resource provider, creating and maintaining the many accounts and gridmap entries represents a significant cost as well. The communication and maintenance of many passwords also introduces a potential vulnerability. Indeed, a compromise at one single site can require that thousands of passwords be reissued.  

Such “traditional” access control mechanisms (accounts for each user) were designed for scenarios in which a strong trust relationship exists between “users” and “resource providers.” In such scenarios, it is not unreasonable to expect resource providers to know the identities of all their users ahead of time and to allow access based on authentication of the individual user. For a single site, a user community of order 103 using a handful (order 100) of resources at that site means order 103 accounts – a significant number!  Yet for even a small federation of, say, 10 sites serving the same user community, the number of accounts to be managed, protected, and communicated jumps to order 104, spread across multiple sites!

In order to provide access to increasingly large communities of students and scientists, and to support systems of many federated resources, it becomes necessary to move away from a model of pre-registering each user for authorization, and towards approaches that leverage relationships with existing communities and organizations. In this way, we can realize scenarios such as the following:

John Hancock, a user at Podunk University, logs on to his local computer and from there attempts to access a TeraGrid “resource” (e.g., computer or portal). The TeraGrid resource (a) checks with Podunk that JH is indeed a registered Podunk user, (b) checks with a TeraGrid authorization service to see what policies apply for user JH from Podunk, and (c) proceeds to enable appropriate access. Access scenarios could include: (i) JH has an allocation approved by the National Resource Allocation Committee (NRAC), and so he is allowed full access. If no account already exists at the resource in question, one is created dynamically. Resource usage is charged to his allocation. (ii) JH is not known to TeraGrid, but Podunk and TeraGrid have an agreement granting Podunk an allocation enabling access by its members, so JH is granted limited access via a dynamically created account with resource usage charged to Podunk. (iii) JH is not known to TeraGrid, and Podunk and TeraGrid have no resource access agreement, but because Podunk is a recognized U.S. university, JH is allowed to access certain TeraGrid services.

The key to realizing such scenarios is attribute-based access control: authorization mechanisms that allow access control decisions to be made on the basis of a variety of user attributes in addition to simple identity (e.g., the fact that they are a professor at Podunk U.). When combined with a suitable variety of attribute sources and with other dynamic resource access mechanisms, such as on-demand account creation, far more dynamic scenarios (such as those depicted in this scenario) become possible.

Thus the motivations for considering authorization-based access control include ease of access for users, improved scalability (resulting in improved security), reduced cost and overhead for providers, and better integrating national-scale cyberinfrastructure (such as TeraGrid) with campus cyberinfrastructure, further reducing the administrative overhead faced by campus users in accessing national resources
. 

A number of access control systems have been created explicitly for attribute-based access control, including Akenti [18], Shibboleth [12] and PERMIS [19]. In addition, other systems such as the virtual organization management system (VOMS) [17], and the Community Authorization Service (CAS) [41] have been developed that basically serve as sources of attributes. Shibboleth [25] has also emerged from the higher-education community to allow for cross-site attribute-based access control for web applications. Recent enhancements to the Globus Toolkit version 4 (GT4), which is utilized in TeraGrid and other large Grid deployments, have introduced an attribute-based authorization framework that makes feasible the integration of these different attribute-based access control systems into large Grids. 

We propose here such an approach, aimed at achieving the goals outlined above. Section 2 expands on the motivations for TeraGrid to move to an attribute-based access control model. Section 3 describes attribute-based authorization functionality provided by GT4 and related components, which (as we describe) address many of our requirements. Section 4 details a path forward for moving TeraGrid to an attribute-based access control model. Section 5 discusses some issues related to attribute-based access control to be considered when deploying. Appendix A and Appendix B describe in more depth the attribute functionality and related services of Shibboleth and the Globus Toolkit, respectively.

2 Motivations for Attribute-based Access Control

We review several scenarios that motivate the need for attribute-based access control within systems such as TeraGrid.
2.1 Community Access for Science Gateways

Systems such as TeraGrid are increasingly focusing attention on enabling access via “science gateways” [11]. In such systems, users access a “gateway” (e.g., via a portal) that then performs operations on their behalf. When compared to traditional Grid systems gateways may use more “lightweight” approaches to authentication and authorization in which (for example) the gateway authenticates the user (e.g., using portal-specific username and password), vets the user, and then submits requests to TeraGrid resources on their behalf, perhaps executing the requests in a “community account.” However, the mechanisms and policies used to achieve these goals are currently ad hoc, and if care is not taken we are likely to introduce a confusing variety of authentication mechanisms and policies with various deficiencies, again adding to both costs and vulnerability. For example, while the use of a “community account” simplifies account management, it introduces auditing problems. Since the resources do not authenticate individual users, resource administrators cannot map requests back to specific users, as may be required to monitor individual usage, or for troubleshooting anomalous behavior.

Attribute-based authorization would allow such gateways to either issue light-weight identity credentials for their users (created on the portal without the user needing even being aware of it) or use identity credentials from outside sources (e.g., campus CA’s) and couple those credentials with an attribute indicating their community membership. TeraGrid resources would recognize the user as a community member based on the attribute and map their request to the community account, removing the need for individual accounts, while also obtaining an identifier for the user from the community credential, allowing for strong auditing
.

2.2 Grid Interoperation

Grid interoperation has proved to be important in situations where a user or community operating on one Grid needs access to capabilities or capacity provided by another Grid. However, again, we see a variety of ad hoc mechanisms being used for authentication and authorization.  For example, the bridge that currently exists between TeraGrid and Open Science Grid (OSG) is achieved by exchanging user lists between the two Grids, in conjunction with each Grid mapping the list of users from the other Grid to a community account. This approach is fragile and requires constant user list exchange between the two Grids. It will also grow more complicated if the Grids want to distinguish between groups of users in the other Grid and run them in separate accounts.

OSG already defines attributes for their users via VOMS [17]. If TeraGrid resources were able to consume and utilize these attributes, it would remove the need for TeraGrid to know all OSG users by individual identity (although those identities would still be available for auditing purposes). Likewise, if TeraGrid were to assert attributes for its users (either allocated or community), OSG could consume those attributes and thus need not know all TeraGrid users by identity.
Similar issues arise when we want to enable users to run applications from their local systems that interact directly with TeraGrid resources, without an intermediate portal as in the case of gateways. Today, out of necessity and similar to the Grid interoperation case, these users must possess individual identity credentials and be known ahead of time to TeraGrid resources.

Attribute-based access control would alleviate the need for TeraGrid resources to know each community user individually. In addition, community users could use a X.509 federating technology such as the GridShib CA (subsequently described in Appendix A)  or MyProxy [37] to obtain identity credentials based on authentication at their home institution, then couple that credential with attributes to access TeraGrid resources. This approach would greatly reduce credential management overhead for users.

2.3 Campus Access to TeraGrid

Campus researchers and students make up a large portion of the TeraGrid user community, both currently and in potential. Campuses, in general, already have large investments in identity management infrastructure that is used locally for trusted operations such as controlling access to grades and other private information. Efforts by the Internet2 community in developing Shibboleth [12] allow other organizations outside of those campuses to leverage that identity management infrastructure when handling requests from a campus’s users.

Leveraging this campus infrastructure would make Grid access easier for current users and also enable new scenarios. For example, a class of students may want to access Grid resources as part of their educational activities, perhaps directly for some study of Grid or other aspect of computing, or indirectly to use Grid resources to run scientific applications. Attribute-based access control would allow these two parties to agree to a set of attributes and then the faculty could release those attributes without further coordination with TeraGrid resource administrators.
In another example, TeraGrid might establish a relationship with Podunk U. that results in a policy that any professor at Podunk U. should be given some access to TeraGrid resources (perhaps up to some maximum allocation). Thus, the individual professor need not acquire a Grid credential and pre-register with TeraGrid: instead, the professor can simply authenticate with Podunk U.’s existing campus authentication system and then supply an assertion by Podunk U. that the individual in question is indeed a professor
.
3 Relevant Technologies

In this section, we briefly summarize relevant technologies for attribute-based authorization. We start with attribute services that issue attributes regarding users. We then discuss the capabilities available for the Globus Toolkit to consume and use such attributes for access control decisions. See the appendices for more detail regarding attribute-based technologies and services.

3.1 Virtual Organization Membership Service (VOMS)

The Virtual Organization Membership Service (VOMS) [17] is frequently used in Grid deployments to generate “attribute certificates” (X.509 proxy certificates with an embedded X.509 attribute certificate) that assert a particular user is a member of a particular virtual organization as well as their role in that community (represented as a group). VOMS is used by the Open Science Grid, EGEE, and others projects with which TeraGrid is interested in interoperating.
VOMS leverages standard Grid/X.509 identity credentials and employs a usage pattern where the client “pulls” the attribute certificates from a VOMS server and subsequently communicates those credentials to the application server with the invocation request. Software components called LCAS and LCMAP [30] have been integrated into the pre-web services versions of the Globus Toolkit services to provide authorization functionality based on VOMS credentials.

The Virtual Organization Management Registration Service (VOMRS) [31] provides an alternative administrative front end to VOMS that allows for registration of users into the database used by VOMS to issue attributes.

3.2 Shibboleth

Shibboleth [12] provides cross-domain single sign-on and attribute-based authorization while preserving user privacy. Developed by Internet2, Shibboleth is based in large part on the Security Assertion Markup Language (SAML), an OASIS standard [34,35].  Shibboleth is targeted at campuses, and similar organizations, to allow the exposure of their internal identity management system through standardized SAML protocols so that external resource providers can make use of that infrastructure when serving campus users.

The Shibboleth architecture defines two participants, an Identity Provider and a Service Provider. The Identity Provider (IdP) creates, maintains, and manages user identity, while the Service Provider (SP) controls access to services and resources.  An IdP produces and issues SAML assertions to SPs upon request.  An SP consumes SAML assertions obtained from IdPs for the purpose of making access control decisions.  Shibboleth leverages an optional third component, a “Where Are You From?” (WAYF) service to aid in the process of discovering the appropriate IdP that is authoritative for a given user.

Shibboleth allows the IdP to express attribute information regarding a user. A component of the IdP, a Shibboleth Attribute Authority (AA) produces and issues SAML attribute assertions. Once an SP receives an authentication assertion for a user, it can then query the AA to receive attribute information.

The current implementation of the specification is Shibboleth 1.3 (released July 2005), which is expected to be our primary platform.  Shibboleth 2.0 is expected later this year and will be backward compatible with Shibboleth 1.3.

Shibboleth uses federations to facilitate the exchange of configuration information, or metadata. After joining a federation, an entity’s metadata is added to the federation’s metadata repository.  Thereafter an entity pulls metadata from the repository, allowing it to interact with other members of the federation. The two primary federations of interest are InQueue [14] and InCommon [15]. InQueue is a “lightweight” federation with little or no barrier to entry.
  InCommon has strong entrance requirements, requiring legal agreements from each of its members. Other federations exist and may also be interest, including regional federations such as the one being established in Texas and other national federations such as those being established in the U.K and Switzerland.

See Appendix A for a review of Shibboleth-related services.

3.3 Globus Toolkit

Version 4 of the Globus Toolkit (GT4), along with other components such as VOMS and Shibboleth (that can be accessed via GT4 interfaces) provide much of the functionality needed to deploy attribute-based authorization within a large-scale cyberinfrastructure such as TeraGrid. Since GT4 is a major component of the Common TeraGrid Software and Services (CTSS), these capabilities are easily added to TeraGrid’s capability.

Many of these capabilities are currently distributed as add-ons to the GT 4.0 release, that is, they require an extra step of download and install after installing GT 4.0. However, they will be standard in future GT releases (GT 4.2 and later). In addition, some functionality described here (e.g., the VOMS and Shibboleth interfaces) was developed in parallel with the GT4 authorization architecture, and hence is not fully integrated with the rest of the framework. This integration will also be addressed in GT 4.2. 

See Appendix B for an overview of the GT4 authorization framework.

3.4 Community Authorization Service

The Community Authorization Service (CAS) is not an attribute service per se, but its usage pattern is in many ways equivalent. Administrators define the access policy through the use of attributes in the CAS-policy-rules. Clients use CAS similar to VOMS, but ask for authorization assertions instead of attribute certificates. These SAML authorization assertions are embedded in X.509 proxy certificates, just like the VOMS attribute certificate, and pushed to the application service with the invocation request.

GridFTP is tightly integrated with the CAS security model. Recently, CAS and the GT4 runtime have been enhanced to allow for more flexible deployment patterns (see section B.10).

4 Path Forward: A TeraGrid Test bed for Attribute-based Access Control

In order to instantiate the motivating scenarios described in section 2, TeraGrid needs to deploy an enhanced infrastructure capable of attribute-based access control. This infrastructure must be able to form and maintain a consistent policy across its member resource providers regarding what attributes are meaningful and who is able to assert those attributes, and provide means for delivering attributes to resource providers and enforcing the policy. Multiple sources of attributes must be supported, including other Grids (e.g. OSG), science communities, and campuses as well as other organizations hosting TeraGrid user communities. Other Grid deployments have accomplished portions of such an attribute deployment, but deployment of this complete set of functionality to enable all the given scenarios has yet to be achieved
.

We propose that TeraGrid can achieve this functionality by deploying a test bed amongst a small number of participants, using an enhanced version of the Common TeraGrid Software and Services (CTSS) in order to prototype the need infrastructure. This test bed will allow for the testing and validation of functionality to support four test scenarios, corresponding to the four motivating scenarios described in section 2. A conceptual model of the test bed is shown in Figure 1 depicting the key components, and showing how the motivating scenarios could be supported.

The goal of the test bed is to validate a future version of CTSS for full deployment to TeraGrid resource providers to provide this functionality, to identify additional services that will be required for attribute and policy distribution, and to maintain and develop policies to meet TeraGrid needs in instantiating the motivating scenarios. Upon successful validation, a plan will be drafted to migrate or replicate these services in production so that TeraGrid can provide this functionality on a daily basis to a large user community.
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Figure 1: Conceptual TeraGrid testbed for Attribute-based Authorization. The four motivating use cases from section 2 are shown: (1) Access by a Type 1 Science Gateway. Using Nanohub as our example science gateway, we will demonstrate attribute-based access to a TeraGrid resource based on attributes issued by nanoHUB. (2) Access by OSG via a Type 2 Science Gateway using VOMS attributes. We will demonstrate attribute-based access to a TeraGrid resource based on attributes issued from an OSG VOMS service. (3) Access via a Type 3 Science Gateway. We will simulate a community of users and demonstrate their access of TeraGrid resources based on their community membership. (4) Campus access. We will demonstrate access of TeraGrid resources by campus users using their local campus authentication system and attributes.

The following set of components would provide a minimum set of functionality for a useful test bed. Some nodes at various sites are proposed based on perceived interest of those participants. This does not imply a commitment to participation by any site, outside of the authors. Nor is this list of participants intended to be exhaustive, it is expected that others sites could participate. 
Test  bed components:

· Enhanced CTSS/GT4 deployments at NCSA and Purdue to simulate TeraGrid resources. These systems will have GT4 deployments that include the enhanced authorization functionality described in section 3.

· Existing nanoHUB portal and attribute authority.

· Existing GridShib-CA deployment at NCSA.

· Existing myVocs deployment at UAB.

· Existing OpenIdP deployment at UAB.

· Existing OSG VOMS infrastructure.

Major activities of the testbed will include:

· Creation of an enhanced CTSS software stack with attribute-based authorization modules (GridShib and VOMS modules described in section 3).

· Creation of an attribute schema and configuration for attribute-based authorization policy for use with enhanced CTSS software stack.

· Deployment of enhanced CTSS at NCSA and Purdue test bed nodes.

· Detailed specification and verification of functionality for the motivating scenarios.

Coordination, deployment and evaluation of the test bed would be handled by a RAT-like working group consisting of developers of relevant software, deployers at the participating nodes, representatives from key user communities, and members from key TeraGrid working groups (e.g., security-wg, GIG packaging, systems, science gateways). 
An important part of this effort must be the creation of a security plan for this infrastructure. This would include a list of threats and vulnerabilities, evaluation of the risks, and policies and procedures to mitigate these risks. In addition, draft MOUs must be created to cover each case in the test bed
.
The final output from the test bed activity would be a report detailing the software and configuration used, the details of the tested scenarios along with the results of the testing and a plan for what would be necessary for production deployment of the test bed across the TeraGrid.
5 Issues Associated With Attribute-based Access Control

It is expected that the TeraGrid test bed activity will uncover a number of issues that will need to be addressed before attribute-based access control can be used in a production setting. This section discusses some of these issues and presents some initial thoughts on their solution.
5.1 Deploying an Attribute-based Access Control Framework Across TeraGrid

In part to compensate for the lack of consistent directory infrastructure across campuses, and also as a matter of local policy, TeraGrid (like any service provider hoping to leverage enterprise attributes) is obliged to specify, on a per-resource basis, what attributes are required and what attribute authorities are trusted to assert the required attributes.  This raises a number of questions, including the following:

1. For which TeraGrid resources are enterprise attributes
 adequate?

2. If enterprise attributes aren't sufficient, where will the necessary attributes come from? If TeraGrid chooses to deploy its own attribute authority, what attribute profiles and standards will be leveraged?  (If suitable attribute profiles and standards are not available, TeraGrid will have to specify its own.)

3. Even if TeraGrid leverages existing attribute profiles and standards, there will be certain attributes that make sense only in the context of TeraGrid.  For these attributes, what are the agreed upon attribute names and permitted attribute values, as well as the supported bindings and wire formats?

4. On the flip side, what attribute-based technologies will TeraGrid deploy locally (at each resource) to consume attributes?  (Note that the answer to this question is a direct consequence of earlier decisions regarding attribute technologies, profiles, specifications, and conventions.)

5. Will TeraGrid access control policy remain solely with the resource owner, or will TeraGrid require centralized authorization services?  If so, what authorization service technology will TeraGrid deploy (CAS, PERMIS)?

6. For the purposes of asserting trusted attributes to TeraGrid, how will attribute authorities be classified?  (A good starting point for this discussion is NIST Special Publication 800-63 [29].)

7. Assuming such a classification is available, what are the levels of assurance required by each TeraGrid resource, and what attribute authorities meet the required assurance levels?

8. How are TeraGrid metadata (such as required attributes, assurance levels, cryptographic data, and profile support) communicated to attribute authorities?  Likewise, how do attribute authorities communicate location endpoints, keys, attribute availability, and other metadata characteristics to TeraGrid resource providers?

9. What processes are required (on both ends) to keep metadata repositories current?  For example, what happens if a TeraGrid resource provider revokes a compromised key?

10. To facilitate policy agreements and the exchange of metadata, will TeraGrid leverage existing federations (InCommon, e.g.) or will it be necessary for TeraGrid to create its own federation (for the sole purpose of attribute exchange)? Or can TeraGrid adopt a service federation model, where all TeraGrid services are encapsulated as a single service in an existing federation, but with TeraGrid-specific policies within the service federation? 

Some of these issues are explored more fully in Appendix C.
5.2 Privacy and Accountability
There is a natural friction between the desire for user privacy on the one hand and the need for accountability on the other.  Campuses are very concerned with privacy (think FERPA) yet grids demand identity (e.g., strong auditing and account linking).  The challenge for TeraGrid is to strike a balance between the opposing forces of accountability and privacy.

5.2.1 Privacy Drives Policy at the Identity Provider

FERPA and other business pressures drive the privacy issue at the identity provider.  By 
default, a typical IdP will release attributes eduPersonAffiliation and/or eduPersonScopedAffiliation only.  Additional attributes will be released to individual service providers as allowed by policy.  Since a responsible identity provider will enforce a conservative attribute release policy, service providers must justify their attribute requirements on a case by case basis.

Note that relatively few institutions belong to InCommon.  There’s no single reason for this, but privacy is certainly one of them.  There is somewhat of an inherent distrust of the federated approach within campus IT, which must be overcome.
5.2.2 Strong Auditing at the Service Provider
While attributes are valuable for making access control more efficient, identification of the user still has a role in audit logs for situations where a user making a request needs to be contacted in order to debug some problem or investigate suspicious behavior. Being able to track down a user after the fact does not require that a resource provider know about the user before their request, just that they have enough information such that when a situation arises, the individual can be located. Logging a unique identifier for the user, even if that identifier is not used in authorization, along with the source of that identifier (e.g., campus, science gateway), allows this form of after the fact location of a user
.
Similar to the “community” account used by a Type 1 Science Gateway, a typical Shibboleth service provider knows very little about the users accessing its resources (by design).  If an incident occurs, since the SP knows (and trusts) the IdP that authenticated the user and provided the attributes, the SP relies on that IdP to provide detailed information regarding the user in a timely manner (what information needs to be determined).
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Appendix A Shibboleth-Related Services

A.1 Third-Party Shibboleth Deployments

For users who do not have Shibboleth identity services at their home institution, a couple of third-party Shibboleth identity providers exist.

OpenIdP [13] is an instantiation of a Shibboleth IdP run by the U. Alabama at Birmingham, which provides a public, widely available IdP service. While the level of service provided by OpenIdP is undefined, it provides a suitable service for testing and as a model for a potential production service. OpenIdP registers users using email addresses. The user provides an email address that is validated through an actual email sent to the user, who must then respond. This in effect, allows anyone to assert an email address as his or her identity through OpenIdP to any trusted SP. OpenIdP is a member of the InQueue federation and NCSA has test SPs set up to work with OpenIdP (as part of our GridShib-CA work described in the subsequent section). Work to make OpenIdP a distributable software component is underway by UAB
.

ProtectNetwork [32] is similar to OpenIdP but the service is provided by a commercial firm. It offers similar functionality for free and the potential for commercial support.

A.2 The Enterprise Attribute Landscape

Within the higher education community, Internet2 and EDUCAUSE have jointly developed a set of attributes and associated bindings called eduPerson [20,26].  The LDAP binding of eduPerson is derived from the standard LDAP object class called inetOrgPerson [23] which itself is based on other standard LDAP object classes (see e.g., RFC 2256 [22]).
Of all the attributes defined by this hierarchy of object classes, approximately 40 attributes have been labeled by the InCommon Federation as common identity attributes [28]. In particular, InCommon's six "highly recommended" attributes are listed in the following table:

	Attribute Name
	Attribute Value

	givenName
	Mary

	sn (surname)
	Smith

	cn (common name)
	Mary Smith

	eduPersonScopedAffiliation  
	student@example.org

	eduPersonPrincipalName
	msmith@example.org

	eduPersonTargetedID
	NA



While eduPerson provides an excellent foundation on which to build an attribute-based access control framework, in practice the directory infrastructure deployed across U.S. campuses varies widely.  Beyond the few enterprise attributes listed above, consistency is lacking across campuses. Surveys of attribute usage in the U.S. and International communities can be found in [38] and [39], respectively.
A.3 myVocs
myVocs [16] is a NMI-funded virtual organization management service developed by U. Alabama at Birmingham that adds virtual organization support to Shibboleth. It leverages existing Shibboleth IdP services and allows for the addition of user attributes. As with OpenIdP described in the previous section, the level of service provded by myVocs is undefined, but it is suitable for testing and as a functional model.

myVocs allows for the creation and management of groups of virtual organizations of users (groups essentially) and the conveying of this group information to Shibboleth SPs, which can use that information for making access control decisions.

Work to make myVocs a distributable software component is underway by UAB.

A.4 GridShib-CA

The GridShib-CA [33] is work being undertaken as part of the GridShib project to allow for the generation of (short-lived) X.509 credentials suitable for Grid Authentication based on assertions obtained from a Shibboleth IdP, such as OpenIdP or the UIUC IdP. The goal of the GridShib-CA is to replace normal Grid credential management with Shibboleth authentication.

The GridShib-CA functions as a normal Shibboleth service provider.  Users connect to it using standard web browsers. Authentication is done using standard Shibboleth authentication using either the user’s organizational Shibboleth deployment, a third-party service such as OpenIdP or ProtectNetwork. Following such authentication a Java Web Start application is used to download and install a Grid credential to the user’s local system. This credential can then be used by applications on the user’s system.
Appendix B GT4 Authorization Framework

We assume here that the reader is familiar with Globus Toolkit (GT) components and Grid security technologies. Where the document discusses the extraction of attributes or other information from various sources, we omit details regarding attribute validation for clarity and conciseness.

B.1 Architecture and Terminology

We present a brief overview of the GT 4.0 Web Services authorization framework (specifically the Java implementation). Details are provided elsewhere[1,4,5].
In early GT releases, services such as the GRAM job submission service and GridFTP file access service performed authorization via a simple callout that simply checked whether the distinguished name associated with the request was included in a “gridmap” file associated with the service. This file also listed the local account in which the request was to be executed. Thus authorization was restricted to what was basically a simple access control list.

GT4 introduced a far more powerful and general authorization framework. The GT4 Java Web Services runtime invokes a series of message interceptors to process each message when it is first received (i.e., before it reaches the application). Two types of interceptors are of interest from an authorization perspective: Policy Information Points (PIPs) and Policy Decisions Points (PDPs). Figure 2 shows a high-level conceptual depiction of the GT4 authorization framework.

PIPs gather information regarding the message. This information can be anything relevant to the message, but typically include information about the message subject, target resource, the requested action or the environment. This information is stored in the runtime for subsequent use by other PIPs or PDPs. Typically, PIPs act by parsing credentials presented with the request (e.g., extracting the user’s distinguished name from a certificate, or extracting and parsing a VOMS attribute certificate) or by querying outside information sources (e.g., requesting attributes from a Shibboleth attribute authority). The goal is that PIPs may accept information in a variety of formats, and normalize it into a technology-neutral format. For example, PIPs designed to obtain attributes from VOMS and Shibboleth, will normalize those attributes such that subsequent PDPs only need to understand a single attribute format and need not be concerned about how all the individual attribute formats and how the attributes were obtained. A standardize format did not exist when GT 4.0 was developed, so current PIPs do not currently meet this idea, however future GT implementations should instantiate this.

PDPs make decisions regarding whether a request should be serviced or rejected. Information collected previously by PIPs is subsequently available for use by PDPs, which return Permit or Deny decisions that are enforced by the runtime. Currently PDPs may be chained using AND logic, that is, all PDPs must return Permit and if any returns Deny, the request is rejected. (Subsequent releases of GT 4.2 will allow for richer logic.) For example, one PDP might return Permit if a previous PIP has obtained an attribute confirming that the user is a member of an accredited virtual organization, while a second might perform a similar check for an attribute that indicates that the VO has a TeraGrid allocation.

The grid-mapfile functionality present in previous Globus Toolkit versions persists in GT4, instantiated by a PIP and PDP. Additional functionality for more advanced attribute-based authorization also exists. The remainder of this section describes this functionality.
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Figure 2: GT4 attribute-based authorization architecture.

B.2 Dynamic Account Service

The dynamic account service allocates accounts to requesters so that they can subsequently access services via GRAM. In normal operation, the dynamic account service’s policy is enforced by a VOMS PIP and PDP as described in the previous section. This means that only requesters whose VOMS attributes match configured policy are able to obtain a dynamic account.

From a functional point of view, a dedicated PIP that interfaces with the dynamic account service sits in front of the GRAM service such that when the requester subsequently invokes GRAM the allocated dynamic account is already determined and the request is handled under that account.
B.3 VOMS-related Authorization Capabilities

VOMS, as described in section 3.1, issues attribute assertions regarding users in the form of X.509 attribute certificates. A VOMS-specific PIP and PDP allow GT4 to access and process VOMS attribute certificates. The VOMS-specific PIP parses VOMS attributes and stores them in the GT runtime. The VOMS-specific PDP allows or denies requests based on the attributes and its configuration. The PIP and PDP can be used together to allow or deny access to a service based on the requester’s VOMS attributes. As a result, access control can be achieved without a user being listed in the grid-mapfile
.
This functionality was developed as part of the Virtual Workspaces project [6], which also developed a dynamic account service that allows for VOMS-based access to job submission via the GT4 GRAM job submission service.

B.4 Shibboleth-related Authorization Capabilities

Shibboleth, as described in section 3.2, issues SAML attribute assertions. The Shibboleth-related authorization capabilities in GT4 are instantiated in several interceptors. Taken together these interceptors allow the GT4 runtime to query a Shibboleth attribute authority, obtain attributes regarding the requester, and make an access control decision based on the requester’s attributes. 
Functionality for Shibboleth interoperability within the GT authorization framework has been developed under the “GridShib” project. We summarize this functionality here and refer the reader to other documents [7,8] for more details.

The specific interceptors are:

· SAML Assertion PIP: This PIP parses a SAML assertion embedded in an X.509 certificate and stores this information in the GT runtime for subsequent use by the SAML Attribute PIP (see below). Among other things, this mechanism allows a requester to formulate a Shibboleth attribute query to obtain attributes regarding the user.

· SAML Attribute Query PIP: This PIP contacts a Shibboleth attribute authority to obtain attributes regarding the requester. Information obtained from the SAML Authentication PIP may be used to formulate the query. Otherwise an administratively configured default Shibboleth identity provider is contacted and the distinguished name from the user’s X.509 certificate is used as the name identifier in the attribute request. A Shibboleth identity provider that is contacted by the SAML attribute PIP must have the “GridShib for Shibboleth” plug-in installed.

· SAML PDP: This PDP makes authorization decisions based on the attributes retrieved by the SAML attribute PIP and local configuration.

· ShibMapPIP: This PIP allows a user to use GRAM by determining an appropriate local account for the user based on their attributes and local configuration. Much like the VOMS PIP described in section B.3, the ShibMap PIP maps the user to a local account based on their attributes
.

These interceptors allow the use of Shibboleth attributes to access static accounts. It would be possible with some development to couple the Shibboleth-based authorization with the Dynamic Account Service developed for VOMS described in section B.3 This development is required because the attribute abstraction is not yet perfect across the various interceptors, so accommodations must be made.

B.5 XACML

GT 4.0 includes a prototype XACML-engine that can be configured as a PDP that can consume standardized attributes. XACML is a complex and powerful policy language with much more functionality than for example the VOMS PDP or the SAML PDP. When the policy requirements go beyond the capabilities of those simple PDPs, an XACML PDP could potentially be used as an alternative.  

B.6 SAML 1.1 Authorization Query Callout
GT 4.0 implements a PDP that uses a SAML authorization query protocol, based on the specification defined by the GGF OGSA-Authorization working group [9]. This PDP calls out to external authorization services, which render and return an authorization decision that is enforced by the PDP. Examples of usage of this PDP include the use of PERMIS for making authorization decisions on requests to Globus-based services [2].

Note that the SAML 1.1 authorization query protocol does not allow requester attributes to be passed with the request, which limits the functionality of this PDP with respect of attribute-based authorization.
B.7 XACML-2/SAML-2 Authorization Query Callout

An implementation of the XACML-2/SAML-2 Authorization Query Callout is almost complete and is expected to be part of the GT 4.2 release. This protocol is the successor of the SAML 1.1 callout as described in section B.5, and allows for the passing of attributes in the query such that the authorization engine can use those attributes to evaluate an access decision.
B.8 Custom-developed PIPs and PDPs

Besides the PIPs and PDPs described in this document, other PIPs and PDPs can be developed to interface with other authorization systems and/or to implement other authorization logic [5]. For example, GridShibPERMIS [3] uses a custom PDP to take Shibboleth attributes collected by a SAML Attribute PIP and pass them to PERMIS for a decision. PRIMA [10] has also developed a custom PDP.

B.9 GridFTPd

The GT4 GridFTP server, being implemented in C, cannot take direct advantage of the GT4 Java Web Services runtime authorization support. However, the server includes an authorization callout that is currently used for CAS support. 
It is unclear at this point what VOMS support exists, if any. However, since CAS and VOMS are nearly identical in their API requirements (both have assertions embedded in certificate extensions that define user privileges), such support should be possible.

Support for Shibboleth/SAML attributes embedded in X.509 certificates would similarly be possible and is currently under investigation in the GridShib project.

B.10 CAS Enhancements

As already pointed out above, the standard GT 4.0 distribution only supports a CAS integration with GridFTP. A number of enhancements have been made to CAS and the GT4 web services runtime such that CAS is able to issue authorization assertions for web service invocations, and the GT4 java runtime is able to process the SAML authorization assertions embedded in the proxy certificate. As an alternative to the proxy certificate embedding, the code has also been modified such that CAS-issued assertions can optionally be moved in the SOAP header. Furthermore, the CAS server has been enhanced such that it can be used both in a client-pull and server-pull mode. Lastly, work is in progress that allows for co-locating a CAS service such that it can be deployed as a local PDP, and that externally defined attributes can be consumed through the PDP interface. The flexibility to choose the deployment pattern could make CAS the right consideration in certain scenarios.

Appendix C Deployment Issues

C.1 Attribute Authorities and Standards

The first and perhaps most significant discussion should result in a list of attribute requirements for various TeraGrid resources.  This list drives the technology and policy issues associated with attribute-based access control.  If, for example, TeraGrid attribute requirements can be met at the enterprise level, the problem is greatly simplified.  If, on the other hand, the enterprise can not meet all the needs of TeraGrid (which is more likely the case), local attribute stores maintained by TeraGrid itself are required.

It is likely that the attribute requirements of TeraGrid resources will be some combination of enterprise attributes and local attributes.  To simplify local deployments and configurations, TeraGrid should leverage the same technologies, profiles, and standards used by enterprise attribute authorities wherever possible.

Examples of local attributes specific to TeraGrid include:

· Role-based attributes: User, Admin, and Developer

· Per-user “allocation” attributes

· TeraGrid membership attributes (for consumption by OSG, e.g.)

A TeraGrid attribute authority would assert local TeraGrid attributes to TeraGrid resource providers and other relying parties (such as OSG).  Technology choices include Shibboleth, VOMS, and myVocs, or some combination thereof.
Each Science Gateway community may also have their own attribute authority. OSG and nanoHUB already do, for example.
C.2 TeraGrid Attribute-based Infrastructure

A basic assumption is that access control policy is localized at the resource provider.  To facilitate local policy decisions, TeraGrid could provide a default set of configurations that resource providers might use as a “quick start” policy configuration.  This base configuration would be modified by resource owners to reflect local policy choices that differed from the default.

In conjunction with this, an online repository of configuration data is needed.  Processes are required to handle updates outside of CTSS updates, similar to what is done with the grid-mapfile now.  [24]

C.3 Trust and Levels of Assurance
Not all identity providers are created equal.  To distinguish among various identity providers, and to facilitate trust, a specific level of assurance (LoA) is assigned.  The actual assignment and interpretation of LoA is a matter of policy, often the result of a mutually agreed upon security audit.

In a perfect world, every identity provider would be associated with an iron clad LoA.  In practice, however, trust is negotiated bilaterally, often based on a subjective, qualitative assessment of LoA.

For the sake of discussion, we adopt the terminology of a widely regarded NIST report [29] which quantifies four levels of assurance, LoA-1 through LoA-4.  Roughly, LoA-1 corresponds to strong passwords while LoA-2 requires two-factor authentication.  We emphasize, however, that LoA is more than just authentication strength.  See the NIST report for detailed descriptions.

For comparison, two Shibboleth identity providers have appeared that provide what might be called LoA-0:
· OpenIdP (http://www.openidp.org/)

· ProtectNetwork (http://www.protectnetwork.org/)

Both OpenIdP and ProtectNetwork are free, zero-admin identity providers.  Essentially, these IdPs assert an e-mail address for a given user identity.  Additional attributes may be self-asserted by the user.

Note that ProtectNetwork also provides a fee-based identity service that nearly qualifies for LoA-1 by requiring an identity proofing and verification process.  In this case, the user must provide written, notarized documentation to establish a real identity.  The resulting assertions satisfy many of the formal requirements of NIST LoA-1.

Today, identity providers do not seek nor are they required to demonstrate a particular level of assurance.  Such requirements are inevitable, however, so TeraGrid should study the NIST report, assign LoA requirements to its resources, and seek matching identity providers with which to partner.

C.4 Use of Metadata
SAML entities rely on metadata to communicate location endpoints and profile support, publish keys and other cryptographic data, and advertise attribute requirements and availability.  In essence, an entity trusts its partner by consuming its metadata.  Thus SAML IdPs consume SP metadata, and vice versa.

GT4 supports SAML metadata, that is, GT4 consumes IdP metadata and uses this information to configure the container.  Likewise a GT4 deployment distributes its metadata to interested IdPs.  Tools are needed on both ends to assist with the production of this metadata.

Regardless of the federating technologies TeraGrid chooses to deploy, the production, distribution, and consumption of metadata is paramount.  In this regard, TeraGrid can learn from the combined experiences of well-established federations within the US and abroad.
C.5 Federations

To facilitate the production and distribution of metadata, federations are formed.  In addition to metadata (which itself is a manifestation of policy), federations articulate policy, disseminate standards, and issue credentials.  Thus federations ease the inevitable burden associated with bilateral deployments. 

Experience has shown that successful federated identity management deployments are invariably based on strong, underlying federation support.  Illustrative examples include SWITCH in Switzerland and SDSS in the UK.  These and other successful federations vet their participants and champion the adoption of approved federating technology.

Federations play a crucial role in attribute-based access control.  In particular, federations specify attribute profiles that individual entities leverage in the process of defining and enforcing local attribute release policies and acceptance policies.  For example, InCommon specifies its common identity attributes [28], and to ensure interoperability, a MACE attribute profile [21] specifies the precise format of attributes on the wire.

Currently, InCommon identity providers are indistinguishable from one another.  However, ongoing negotiations with the Federal E-Authentication Initiative will likely give rise to the InCommon Bronze and InCommon Silver designations, equivalent to NIST LoA-1 and LoA-2, respectively.  It is anticipated that an audit of an institution’s identity management practices will be required to achieve one or the other of these levels of assurance.

Given the uncertainty with respect to federations in the US today, it is in the best interest of ??????????????????
It seems reasonable to assume that TeraGrid will need to instantiate its own trust polices that are unlikely to met by any current federations. Either (i) having TeraGrid form its own full federation; or (ii) forming a service federation encapsulating TeraGrid. The first option would create a separate federation with its own policies and members. Campuses wishing to access TeraGrid resources would be invited to join the TeraGrid Federation and be involved in the formulation and administration of federation policy.

The second option would cause TeraGrid appear as an individual service and allow it to join existing federations as such. This would lower the barrier to deployment, with the trade off of having to work within the policies of the existing federation. We also note that the addition of TeraGrid as a member service in a federation has the potential to enhance the value of that federation, leading to increased membership.

� Document editor: vwelch@ncsa.uiuc.edu


� As of this writing, InQueue is being phased out by Internet2.


� Enterprise attributes refer to attributes commonly asserted by organizations. Further discussion of enterprise attributes can be found in Appendix � REF _Ref15551624 \r \h ��A.2�.


� The persistent attribute eduPersonTargetedID does not have a precise value syntax.  See the EduPerson Specification [� REF _Ref14385815 \r \h ��26�] and the MACE-Dir SAML Attribute Profiles [� REF _Ref14385753 \r \h ��21�] for more information about eduPersonTargetedID.





�The issue here is in managing the trust relationships and their fine-grained properties. The number of these at Podunk U might be larger than the number of users from there. And to make me happy, I would want to have detailed MOUs created and signed to instantiate this trust relationship. The current TG MOUs are not anywhere detailed enough for “trusting strangers.” For example, security at many Universities is notoriously lax. If their user accounts get hacked and are used to access TG, and that act causes us major pain, is/should the University be liable for the costs that accrue? The lawyers will have a field day here.


�Without an account, a user has no home area to store files in. How do you propose to provide for user-associated storage?


�But the problem with this is that lots of small resource accesses may conflict with the need of the major users to have access to multiple simultaneous resources for long periods of time. IS TG the right place to do this? A small campus grid might be more appropriate. Is “wide and deep and open” a recipe for being a jack of all trades and a master of none?


�How do we harmonize the different sets of attributes in each organization? How do we get an organization to create the attributes we may need for TG access? For example, US Citizen or the association with a TG project? Can we get attributes for one person from multiple sources (e.g., TG and their home institution)?


�You need to start the security policy and procedures from the get go.


�But sometimes you do need to know who the user is before access. For example, we might be concerned by access from citizens of those “bad” countries. A Professor at UTenn  is in trouble for employing a Chinese grad student on a defense project.


�I would not want to allow access to someone like stakatto just on the basis of an e-mail address!


�All this parsing of different attributes in different formats places a high burden on the parsing software to not get cracked by bad input data.


�I thought the point of this all was to eliminate user accounts. So which accounts do you mean here?
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